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. Outline

* (Generative modeling tasks
* Original GAN formulation
* Alternative GAN objectives



. Generative modeling tasks

* Generation: learn to sample from the distribution represented by
the training set
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. Generative modeling tasks AT S

* (eneration conditioned on class label or text prompt

goldfish
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bunting

redshank
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bernard

tiger
cat

Figure source 5
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https://arxiv.org/pdf/1805.08318.pdf
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. Generative modeling tasks

* (eneration conditioned on image (/mage-to-image translation)

Labels to Street Scene Labels to Facade BW to Color

input ] out input output
Edges to Photo

input output

P.Isola, J.-Y. Zhu, T. Zhou, A. Efros, Image-to-Image Translation with Conditional Adversarial
Networks, CVPR 2017 6



https://phillipi.github.io/pix2pix/
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. Designing a network for generative tasks

1. We need an architecture that can generate an image
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Image-to-image translation



. Designing a network for generative tasks

1. We need an architecture that can generate an image
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. Designing a network for generative tasks

1. We need an architecture that can generate an image

2. We need to design the right loss function and training
framework



Training data x ~ Pgata Generated samples X ~ Pmodel

We want to learn pmoder that matches vgata
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Adapted from Stanford CS231n 10



http://cs231n.stanford.edu/slides/2018/cs231n_2018_lecture12.pdf

. Generative adversarial networks AT SR
* Train two networks with opposing objectives:

* Generator: learns to generate samples

* Discriminator: learns to distinguish between generated and real
samples

D
Random noise z

“Fake”

v

v

“Real”

Figure adapted
from F. Fleuret

|. Goodfellow et al. Generative adversarial nets. NeurlPS 2014
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http://papers.nips.cc/paper/5423-generative-adversarial-nets.pdf
https://fleuret.org/ee559/ee559-slides-10-1-GAN.pdf

. GAN: Schematic picture

Update discriminator: push D(xgatq) close to 1 and D(G(2))

close to O

The generator Is a “black box” to the discriminator

-

G(z)

—
\

]

\
—

—>

K Xdata

—

\

D(G(2))
D (xdata)

/

TN ™
N ¢ 7 . >
i -
A 57 =
i59

3 PEKING UNIVERSITY

12



. GAN: Schematic picture

» Update generator: increase D(G(2))

* Requires back-propagating through the composed generator-
discriminator network (i.e., the discriminator cannot be a black box)

* The generator is exposed to real data only via the output of the
discriminator and its gradients
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., D(G(2)
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. GAN: Schematic picture

e Test time — the discriminator iIs discarded

/
z_____ G » G(2)
\
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. Original GAN results D errd

MNIST digits Toronto Face Dataset

Nearest real image for
sample to the left

|. Goodfellow et al. Generative adversarial nets. NeurlPS 2014 15
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http://papers.nips.cc/paper/5423-generative-adversarial-nets.pdf
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. Original GAN results

CIFAR-10 (FC networks) CIFAR-10 (conv networks)

|. Goodfellow et al. Generative adversarial nets. NeurlPS 2014 16
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http://papers.nips.cc/paper/5423-generative-adversarial-nets.pdf
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« Early, influential convolutional architecture for generator
3
1
Uniformly =
distributed 1997 Wi
input i
Stride 2 16
Project and reshape CONV 1
CRfivi= CONV 3 N
: CONV 4 Hl
Linear ' G2)
transformation .
Four transposed convolution layers
with output stride of 2 for upsampling, o
followed by RelU activations Tanh activations
In the last layer
A. Radford, L. Metz, S. Chintala, Unsupervised representation learning with deep
convolutional generative adversarial networks, ICLR 2016 17



https://arxiv.org/pdf/1511.06434.pdf
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B DCGAN

« Early, influential convolutional architecture for generator

« Discriminator architecture (empirically determined to give
best training stability):
« Don’t use pooling, only strided convolutions

« Use Leaky RelLU activations (sparse gradients cause problems for
training)

« Use only one FC layer before the softmax output
« Use batch normalization after most layers (in the generator also)

A. Radford, L. Metz, S. Chintala, Unsupervised representation learning with deep

convolutional generative adversarial netvvorksi ICLR 2016 18



https://arxiv.org/pdf/1511.06434.pdf

. DCGAN results

Generated bedrooms after one epoch
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. DCGAN results

Generated bedrooms after five epochs
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. DCGAN results
More bedrooms
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Source: F. Fleuret 21



https://distill.pub/2016/deconv-checkerboard/

. DCGAN results

Interpolation between different points in the z space
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. DCGAN results

* Vector arithmetic in the z space

smiling neutral neutral
woman woman man

23



. DCGAN results

* Vector arithmetic in the z space

-H+[=

man man woman
with glasses without glasses without glasses
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. DCGAN results

* Pose transformation by adding a “turn” vector
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. Problems with GAN training

* Stability
* Parameters can oscillate or diverge, generator loss does not correlate
with sample quality

* Behavior very sensitive to hyperparameter selection

26



. Problems with GAN training

* Mode collapse
* (Generator ends up modeling only a small subset of the training data

Target

- - - -

Step 0 Step 5k Step 10k Step 15k Step 20k Step 25k Source

Source
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https://medium.com/@jonathan_hui/gan-why-it-is-so-hard-to-train-generative-advisory-networks-819a86b3750b
https://arxiv.org/pdf/1701.00160.pdf

. Outline

* (enerative modeling tasks
* Original GAN formulation
* Alternative GAN objectives
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. Wasserstein GAN (WGAN)

* Motivated by Wasserstein or Earth mover's distance, which is an

alternative to JS divergence for comparing distributions
* In practice, use linear activation instead of sigmoid in the discriminator
and drop the logs from the objective:

min; maxp|Ey-,,  D(x) —E,.,D(G(2))]

* Due to theoretical considerations, important to ensure smoothness of

discriminator
* This paper’s suggested method is clipping weights to fixed range [—c, ]

M. Arjovsky, S. Chintala, L. Bottou, Wasserstein generative adversarial networks, ICML 2017 29
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https://arxiv.org/pdf/1701.07875.pdf

. Wasserstein GAN (WGAN)
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Benefits (claimed)
Better gradients, more stable training

Objective function value i1s more meaningfully related to quality of
generator output

Original GAN divergence WGAN divergence

— DCGAN

— DCGAN

JsD estimate
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Generator iterations Generator iterations

M. Arjovsky, S. Chintala, L. Bottou, Wasserstein generative adversarial networks, ICML 2017 30



https://arxiv.org/pdf/1701.07875.pdf

. Improved Wasserstein GAN (WGAN-GP) @ der s

* Weight clipping leads to problems with discriminator training
* |Improved Wasserstein discriminator |oss:

E-pyon D (%) — E D (x)

X~Preal

F 2Bz [(IV:D@)l, - D?)

Unit norm gradient penalty on
points X obtained by interpolating
real and generated samples

|. Gulrajani et al. Improved training of Wasserstein GANs. NeurlPS 2017 31



https://arxiv.org/pdf/1704.00028.pdf

. Improve

d Wasserstein GAN: Results

DCGAN LSGAN WGAN (clipping) WGAN-GP (ours)

Basehne (G: DCGAN D DCGAN)

H;& g -

No normalization in either G or D

IIIE!! F!
A

Gated multlphcatlve nonlmeantles everywhere inGand D
h i ] :

101- layer ResNet G and D |

|. Gulrajani et al. Improved training of Wasserstein GANs. NeurlPS 2017
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. Least Squares GAN (LSGAN)

* Use least squares cost for generator and discriminator
* Equivalent to minimizing Pearson y* divergence

Lp = Ex~pdata (D(x) — 1) + E, p (D (G(Z)))z
Push discrim. Push response on

response on real generated data close to 0
data close to 1

Lg = E;p,(D(G(2)) — 1)2

Push response on
generated data close to 1

X. Mao et al. Least squares generative adversarial networks. ICCV 2017

33


http://openaccess.thecvf.com/content_ICCV_2017/papers/Mao_Least_Squares_Generative_ICCV_2017_paper.pdf
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. Least Squares GAN (LSGAN)

* Benefits (claimed)
* Higher-quality images
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(a) Generated images (112 x 112) by LSAN S.
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(b) Generated images (112 x 112) by DCGAN:Ss.

X. Mao et al. Least squares generative adversarial networks. ICCV 2017
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http://openaccess.thecvf.com/content_ICCV_2017/papers/Mao_Least_Squares_Generative_ICCV_2017_paper.pdf

. Least Squares GAN (LSGAN) AT SR

Benetfits (claimed)
Higher-quality images
More stable and resistant to mode collapse
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. B
Step O Step 5k Step 15k Step 25k Step 40k Target

X. Mao et al. Least squares generative adversarial networks. ICCV 2017
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http://openaccess.thecvf.com/content_ICCV_2017/papers/Mao_Least_Squares_Generative_ICCV_2017_paper.pdf

. GAN with hinge loss AR SR

 Discriminator: Drive discriminator score on real data above 1, on
generated data below —1

x~p [min(0, D(x) — 1)]
E,, [dmln(O -D(G(2)) — D

* (Generator: maximize discriminator score on generated data

Le = _Ez~pD(G (2))

T. Miyato et al. Spectral normalization for generative adversarial networks. ICLR 2018 36
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https://arxiv.org/pdf/1802.05957.pdf




